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Abstract— The popularity of peer-to-peer (P2P) net-
works makes them an attractive target to the creators
of viruses and other malicious code. Indeed, recently a
number of viruses designed specifically to spread via P2P
networks have emerged. In this paper we present a model
which predicts how a P2P-based virus propagates through
a network. This model is a modified version of the S-E-
I (Susceptible-Exposed-Infected) model from the field of
epidemiology. Our model classifies each peer as falling
into one of three categories based on the number of
infected files it is sharing. We derive differential equations
which comprise the deterministic model and examine the
expected behaviour of the P2P network as predicted by
these equations.
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I. INTRODUCTION

Several factors make peer-to-peer (P2P) networks par-
ticularly susceptible to the spreading of malicious code.
The early P2P networks such as Napster could only be
used to trade MP3 files, which essentially cannot contain
malicious code [1]. However, contemporary P2P net-
works such as Kazaa / Fastrack [2] and eDonkey2000 [3]
are able to disseminate executable files which may
contain viruses. As P2P has increasingly entered the
mainstream – the eDonkey2000 network alone typically
has over 2 million users connected at any given time [4]
– many users lack the technical knowledge to detect
suspicious files or scan for viruses. As a result, malicious
files may not be rapidly contained.

In this paper we examine how files infected with
viruses propagate through a P2P network. We begin by
presenting a relatively simple model in Section II and
describing its various parameters. Next, in Section III
we derive several differential equations that govern the
expected evolution of the network over time. In Sec-
tion IV we analyze the steady-state behaviour of our

model. Finally, in Section V we examine the effect that
varying a number of model parameters has on the steady-
state behaviour of the network.

A. P2P Network Overview

This section highlights the key features shared by
popular P2P Networks, including Kazaa, eDonkey2000,
and Gnutella [5]. Every peer connected to the network
has a shared folder containing all the files the user wishes
to make publicly available for download by others on the
network. When a user wants to download a file, he begins
by sending out a search request. Eventually he will
receive back a list of files matching the search criteria.
The specific manner in which this list is generated varies
among the various P2P networks, but in all cases the
query response is the result of the examination of the
shared folders of a subset of all peers connected to
the network. Once the user elects to download one of
the files from the list, his client attempts to set up a
connection to a peer sharing the file and begins receiving
the file. Depending on the specific network, the client
may attempt to simultaneously download different parts
of the file from a number of peers in order to expedite
the operation. P2P clients typically save new downloaded
files in the shared folder – making them immediately
available to other users.

A number of worms and viruses that exploit P2P
networks have already surfaced. The majority of these
behave in a similar fashion. Specifically, when a user
downloads a file containing the virus and executes it,
a number of new files containing the virus are created
and placed in the client’s shared directory. Some types
of viruses, including Achar [6] and Gotorm [7], generate
a fixed list of filenames when executed. More advanced
viruses, such as Bare [8] and Krepper [9], randomly pick
the list of filenames from a large pool of candidates.



B. Related Work

The advent of mathematical Epidemiology – the field
of biology which models how diseases spread in a
population – is generally credited to McKendrick and
his seminal 1926 paper [10]. Previous work in applying
epidemiology to modeling how computer viruses and
other malware spreads between machines dates back
to the early 1990s: Kephart and White published a
paper [11] on the topic in 1991. More recently, Zou et al.
utilized epidemiology to model the spread of the Code
Red across the Internet [12].

There have been a number of recent papers which
model file propagation in P2P networks. Two notable
examples include a 2005 paper by Dumitriu et al. [13]
which models the spread of polluted files in P2P net-
works, and a 2004 paper by Qiu and Srikant [14] which
models the performance of the BitTorrent P2P protocol.

II. MODEL DESCRIPTION

The intent of our model is to predict the expected
behaviour of a virus which spreads through a P2P
network in the form of malicious code embedded in ex-
ecutable files shared by peers. We make the simplifying
assumption that all users download files to their shared
folder. We are not concerned with the transfer of media
files which cannot contain malicious code, and do not
model them. Note that we use the term user in this paper
to refer to a person using a P2P client program. The term
peer is used to collectively refer to a P2P client and the
user directing its behaviour.

This model classifies all peers as falling into one of
three classes: Susceptible, Exposed, or Infected:

Susceptible – Peers that are not sharing any infected
files, but are at risk of downloading infected files. The
number of peers in this category at time t is denoted by
S(t).

Exposed – Peers that have downloaded one or more
infected files, but have not executed them. The number
of peers in this category at time t is denoted by E(t).

Infected – Peers that have executed an infected file.
Upon execution, a total of of c infected files reside in
the peer’s shared folder. The number of peers in this
category at time t is denoted by I(t).

An Infected client may be detected by the user, who
will then proceed to remove all the infected files, thereby
returning the state of the peer to Susceptible. At all times,

every one of the N peers making up the network falls
into one of the three categories. Thus, for all values of
t, N = S(t) + E(t) + I(t).

We assume that the total number of uninfected files
in the network is fixed at M . The total number of
infected files at time t is given by K(t). The expected
proportion of infected files in the network, q(t), is
therefore q(t) = K(t)

K(t)+M . When a user downloads a
file, we assume the probability of choosing an infected
file will be dependent on the prevalence of infected files
in the network. We model this dependence as being
time-invariant in the sense that it only depends on the
current value of q(t), and denote the function mapping
q(t) to the probability of downloading an infected file
as f{q(t)}. In Section IV we set f{q(t)} = αq(t) to
simplify our analysis. However, we concede that this may
not necessarily reflect the download behaviour in P2P
networks in an accurate manner.

There are three distinct events that may occur in the
network which affect one or more of the time-varying
variables described above. These events include a peer
downloading a file from another, a peer executing a
shared file, and an Infected peer recovering. The average
rates at which each of these events occurs are governed
by three parameters:

λS : Average rate, in files per minute, at which
each peer downloads new files (this includes time spent
searching and setting up the connection to another peer).

λE : Average rate, in files per minute, at which
each peer executes shared files. We assume that a peer
executes files in the order in which they are downloaded.

λR: Average rate, in “recoveries per minute”, at
which Infected peers recover. A recovery occurs when
all infected files are removed, returning the peer state
to Susceptible.

III. MODEL EQUATIONS

Table I summarizes which time-varying variables are
affected by each of the three events that may occur in
the network:

The state progression for all peers in our model is
S → E → I → S.... We now derive the differential
equations that govern the evolution of our P2P model.

A. Rate at which number of Infected peers change

When an Infected peer recovers, the number of In-
fected peers decreases by one. Recoveries occur at rate



Event Variables Affected

File downloaded q(t), S(t), E(t)
File executed q(t), E(t), I(t)
Peer recovers q(t), I(t), R(t)

TABLE I. Variables potentially affected by each possible event

λRI(t). When an Exposed peer executes an infected file,
the number of Infected peers increases by one. Since files
are executed in order of download, the file executed by
an Exposed peer will always be the infected file which
it had downloaded to become Exposed . This occurs at
a rate of λEE(t). Therefore,

dI(t)
dt

= −λRI(t) + λEE(t) (1)

B. Rate at which number of Exposed peers change

The rate at which the number of Exposed peers
decreases due to infection is given by the negative of
the second term in (1). The rate at which previously
Susceptible peers become Exposed is dependent on the
aggregate rate at which they download files: λSS(t),
multiplied by the probability that a downloaded file is
infected: f{q(t)}. The overall rate is therefore:

dE(t)
dt

= −λEE(t) + λSS(t)f{q(t)} (2)

C. Rate at which number of Susceptible peers change

This is governed by the negatives of the the first term
in (1) and the second term in (2):

dS(t)
dt

= −λSS(t)f{q(t)} + λRI(t) (3)

D. Rate at which number of infected files in the network
changes

There are three events which result in a change in
the number of infected files in the network: a peer
downloads an infected file, an Exposed peer becomes
Infected, and an Infected peer recovers. We assume that
all downloaded files are executed, and that a peer does
not download any additional files prior to executing the
most recently downloaded file.

Peers cannot share more than one copy of a file with
the same name. If the number of unique filenames is lim-
ited to c, only Susceptible peers can download infected
files. Exposed peers do not download any additional files
before becoming Infected, and Infected peers are sharing
all c possible infected files. Thus, the rate of change due
to downloads is S(t)λSf{q(t)}.

An Exposed peer always has one infected file before
becoming Infected, meaning in all cases c − 1 new

infected files are created when an Exposed peer becomes
Infected. The rate of change is thus E(t)λS(c − 1).

An Infected peer will always share c files, so a
recovery results in a reduction of c infected files. The
rate is therefore −I(t)λRc. The overall rate of change
of K is therefore:

dK(t)
dt

= S(t)λSf{q(t)}+E(t)λE(c−1)−I(t)λRc (4)

We note that if the names of generated files are chosen
from a pool of names >> c, Infected peers can continue
to download infected files and the above equation does
not hold. However, we will not consider this case in any
additional detail in this paper.

IV. STEADY-STATE BEHAVIOUR

If the P2P network reaches a steady-state equilibrium
by some time t = T , then dE(T )

dt = dI(T )
dt = dS(T )

dt = 0.
Defining Ẽ, Ĩ , S̃, as the steady-state values of, respec-
tively, E(t), I(t), and S(t), Equation (1) implies that:

Ĩ = Ẽ
λE

λR
(5)

If we define τ and µ as, respectively, the expected
number of infected files each Exposed and Infected
peer is sharing in steady-state, then q̃, the proportion
of infected files in steady-state may be expressed as:

q̃ =
Ẽτ + Ĩµ

M + Ẽτ + Ĩµ
(6)

Substituting (5) into (6) provides:

q̃ =
Ẽ(τλR + µλE)

MλR + Ẽ(τλR + µλE)
(7)

If f{q̃} > 0, equation (2) implies that, in steady state:

S̃ = Ẽ
λE

λSf{q̃} (8)

Since S̃ = N − Ĩ − Ẽ, equation (5) can be utilized to
express N as:

S̃ = N − Ẽ(1 +
λE

λR
) (9)

If f{q(t)} is proportional to q(t): f{q(t)} = αq(t),
we may obtain a closed-form expression for Ẽ by
substituting (7) into (8), equating with (9), and solving
for Ẽ:

Ẽ =
λRα(NλS(µλE + τλR) − MλEλR)

(τλR + µλE)(λSα(λR + λE) + λEλR)
; q̃ > 0

(10)



The expression for Ĩ follows trivially from (10)
and (5):

Ĩ =
λEα(NλS(µλE + τλR) − MλEλR)

(τλR + µλE)(λSα(λR + λE) + λEλR)
; q̃ > 0

(11)
If q̃ = 0, it follows from (6) that Ẽ = Ĩ = 0. It is of

interest to consider Equation (11) as it approaches 0. In
the limiting case, approached from above, we have the
equality

NλS(µλE + τλR) = MλEλR (12)

Since we assume that all downloaded files are eventually
executed, it follows that λE = λS if we consider these
rates to be averaged over a sufficiently long interval.
Under this assumption, (12) provides the following min-
imum average recover rate, λmin

R in order for all infected
files to eventually be removed from a P2P network:

λmin
R =

NµλE

M − Nτ
; M > Nτ (13)

This equation indicates that, if f{q(t)} = αq(t), then
λmin

R is a linearly increasing function of λE .

V. RESULTS

In this section we provide some examples of virus
behaviour in P2P network predicted by our model. The
value of τ is 1 and µ = c, which follows from the
discussion in Section III-D. Figure 1 illustrates how the
number of peers falling into each of the three categories
evolve over time, and eventually reach a steady state.
In this case, λE = λS = 3.47 × 10−3 files per minute,
which corresponds to 5 downloads per day. The average
time for a peer to recover is 24 hours, meaning λR is
6.94 × 10−4. The number of peers, N , is 2 million and
there are 60 million clean files M . This example makes
use of the model in which the number of unique possible
files is limited to c, and c is 10. Finally, f{q(t)} =
0.5q(t). Initially, there are 10 000 Exposed peers, each
sharing one infected file.

In Figure 2 we examine the number of infected
peers in the network when varying the initial number
of infected peers. After about 700 hours, the three
networks reach the same steady-state. This is also the
behaviour implicitly predicted by equation 11, since it is
independent of any initial condition (as long as at least
one infected file initially exists in the network).

Figures 3, 4, and 5 examine the effect that, respec-
tively, c, α, and λE have on the steady-state number of
infected peers and the proportion of infected files. The
relationship between the number of infected peers and
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Fig. 2. The number of infected peers vs. time for different initial
conditions. The solid line corresponds to 10 000 infected files initially
in the network, the dashed line: 100 000 initial infected files, the
dotted line: 1 000 000 initial infected files

files and both α and λE may be approximated as linear
over the ranges considered, whereas the dependence on
c suggests a log-function.

VI. CONCLUSION

We have presented a model of how infected files
spread in a P2P network, and derived expressions for the
steady-state behaviour in the case where the probability
of a peer downloading an infected file is proportional to
the prevalence of infected files in the network. In future
work we will derive a function mapping file popularity
to download rates in a manner that more closely mirrors
user behaviour in an actual P2P network and model the
dynamics of a virus that can choose file names from a
pool much larger than c.
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Fig. 1. Example of the dynamic behaviour of a P2P network exposed to a virus. The network reaches steady-state after about 600 hours.
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Fig. 3. Examining the effect of c on the steady-state number of
infected peers and infected files.
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Fig. 4. Examining the effect of α on the steady-state number of
infected peers and infected files.
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Fig. 5. Examining the effect of λE on the steady-state number of
infected peers and infected files.
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